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What is it about?

ωMutlilevel phenomics. 

ωAttractor networks.

ω Large Language Models.

ωSimulations with Emergent.

ωRecurrence Quantification andMicrostates.

ωMental trajectories.

ωASD and ion channels.

ωAnd a few more ideas. 



Multi-level phenomics

2008: The Consortium for Neuropsychiatric Phenomics

άΧ ŎŀǘŜƎƻǊƛŜǎΣ ōŀǎŜŘ ǳǇƻƴ ǇǊŜǎŜƴǘƛƴƎ ǎƛƎƴǎ ŀƴŘ 
symptoms, may not capture fundamental underlying 
ƳŜŎƘŀƴƛǎƳǎ ƻŦ ŘȅǎŦǳƴŎǘƛƻƴέ όInselet al., 2010). 

RDOC NIMHMatrix (6 large scale 
ǎȅǎǘŜƳǎκǇǎȅŎƘƻƭƻƎƛŎŀƭ ŎƻƴǎǘǊǳŎǘǎ μ ƭŜǾŜƭǎΥ ƎŜƴŜǎ Χ 
behavior, self reports).

Phenomics at different levels will help to define 
endophenotypes. Network level is in the middle and 
connects to the mental and molecular levels. 

Duch W. (2019), ASD and deep attractors in neurodynamics. 
Ch. 13, pp.135-148, Springer Handbook of Multi-Scale Models 
of Brain Disorders: From Microscopic to Macroscopic 
Assessment of Brain Dynamics..

http://www.phenomics.ucla.edu/
https://www.nimh.nih.gov/research/research-funded-by-nimh/rdoc/constructs/rdoc-matrix


More substrates for thinking processes

Cortical Labs organoid  CL1 800 000 cells chip. New energy efficient computing paradigms. 
Photonics: Taichi chiplet 160 TOPS/W, Q.ant photonic chip, Lightmatter 3D Photonic 500-1000 
TOPS/W. Neuromorphic computing, physics computing: CIMs, spintronics, extropic.ai! 
LLM inference cost fall between 9 to 900x a year, depending on the task (Epoch.ai). 

https://spectrum.ieee.org/biological-computer-for-sale
https://www.science.org/doi/10.1126/science.adl1203
https://qant.com/
https://lightmatter.co/
https://www.extropic.ai/future
https://ai-2027.com/_next/image?url=%2F_next%2Fstatic%2Fmedia%2FepochLLMprice-nowatermark.824fa343.png&w=1920&q=75


Intelligence theories
Intelligence: ability to solve problems, use knowledge to reach goals. + 71 other definitions. 

ωEarly psychometric IQ tests: Francis Galton, Stanford-Binet tests used until the 1980s, 
Wechsler-Bellevue Intelligence Test, mean 100ҕ15 points.

ωHebb and Cattell: fluid intelligence and crystallized intelligence. 

ωSpearman: "general intelligence" g-factor to explain correlations between various tests.

ω Thurstone: 7 relatively independent primary mental abilities, J.P. Guilford proposed around 120.

ωCattell-Horn-Carroll (CHC) model, 3 levels of intelligence: specific, broad, and general. 

ω Jung and Haier Parieto-Frontal Integration Theory (P-FIT, 2007): Sensory Activation, Information 
Integration (supramarginal PC), Working Memory Activation (PC-PFC), Solution Evaluation (aMCC).
άƎ ŦŀŎǘƻǊέ ŀǎ ŜƳŜǊƎŜƴǘ ǇǊƻǇŜǊǘȅ ƻŦ ƴŜǳǊŀƭ ƴŜǘǿƻǊƪ ŀŎǘƛǾƛǘȅΦ

ωNetwork Theory of Intelligence (Barbey 2018), transitions between states within intrinsic 
connectivity networks. Crystallized intelligence (DMN, VN), Fluid intelligence (AUC, DAN, CON), 
specific forms intelligence engage specific networks. 
The neural efficiency hypothesis: highly intelligence = weaker brain activation for not-too difficult 
tasks, but higher activation for difficult tasks that less intelligent individuals cannot solve. 

https://calculemus.org/lect/08szt-intel/materialy/Definitions%20of%20Intelligence.html


Hopfield associative memory networks

INNS Webinar 2024

J.J. Hopfield (1982). Neural networks and physical systems with emergent collective computational 
abilities, PNAS 79, 2554. Encoding memory patterns in neural network energy landscape. 
Based on Ising/spin glasses idea. See my INNS Webinar 2024. 
A standard model to study neural networks through statistical mechanics, implemented in electronic 
hardware, still active research area. 

Hopfield network works as autoassociative memory.  

Nodes are fully connected,  
symmetric connections:

ύὭὮ ύὭὮ   

Ƴƛƴ Ὁ  В ύὭὮ ὼὭὼὮ

Learning: adjust ύὭὮ 
to create local minima, defining basins of attraction. 
Inference: find ὼὭ patterns that minimize energy. 

Artem Kirsanov

https://youtu.be/4fb_qrsOdI4?si=Lx3fiMAYVSnBcWdr
https://www.youtube.com/watch?v=1WPJdAW-sFo


Attractor neurodynamics

Hopfield networks and Boltzmann machines belong to a larger 
category of dynamical systems called attractor networks. 

An attractor is the minimal set of states in a state space, to which 
all nearby states eventually flow creating metastable state. 
Hopfield network settles in a point attractor, recalling memory 
pattern, stochastic dynamics in Boltzmann machines leads to 
metastable states, cyclic, stochastic, stranger attractors. 
A large number of attractor states effectively lead to continuous 
trajectories in attractor manifolds. 

Different kinds of attractors in neural networks can simulate  
varioustypes of memory, perception, and motor actions. 

Thoughts: chains of transitions between attractor states, 
synfire chains (Abeles). 

Amit, D.J. (1992). Modeling Brain Function: The World of Attractor 
Neural Networks. CUP.

http://www.scholarpedia.org/article/Attractor_network


Attractor neurodynamics
Continuous attractor neural 
networks with adaptation 
(A-CANNs) exhibit rich dynamical 
behaviors, accounting for various 
brain functions. 

Neural adaptation: negative 
feedback to suppress high activity 
level responses via spike 
frequency adaptation 
or short-term plasticity (STP).

Y. Li, T. Chu, Si Wu. 2025. Dynamics of 
AdaptiveContinuousAttractor Neural
Networks With SpikeFrequency
Adaptation. NeuralComputation
37: 1057ς1101. 



Learning in real situations
Learning complex information in Growing Neural Gas model, trained on blue patches creates 
conceptual grid, each node = metastable brain state, memory of brain-based semantics, 
links = associations, thinking = transitions between states, following associations. 
Conceptual grid approximates environmental states, but rapid learning distorts relations. 
Strong emotions increase neuroplasticity, but may lead to accidental associations, save mental 
ŜƴŜǊƎȅΣ ŎǊŜŀǘƛƴƎ αǎƛƴƪǎέ ǘƘŀǘ ŀǘǘǊŀŎǘ Ƴŀƴȅ ǳƴǊŜƭŀǘŜŘ ŜǇƛǎƻŘƛŎ ƳŜƳƻǊȅ ǎǘŀǘŜǎΦ 

Attractor networks explain 
why some information may 
ōŜŎƻƳŜ ƳŜƳŜǎΣ ƻǊ άǳƴƛǘǎ 
ƻŦ ŎǳƭǘǳǊŀƭ ƛƴŦƻǊƳŀǘƛƻƴέ 
(Dawkins, 1976), integrated 
into a conceptual 
framework of the memory 
system.



aŜƳƻƛŘǎ Χ 
Study memory distortions, forces of misbelief. In extreme cases everything is associated with one 
great idea or cause.  ά! ƭƛŜ ǘƘŀǘ ƛǎrepeated a thousand timesōŜŎƻƳŜǎ ǘǊǳǘƘέΦ

World view is totally distorted, mind states form 
one big memplex Χ

Extraterrestials, politics, Nazis, religion, apocalypse, 
ǾŀŎŎƛƴŜǎΣ рDΣ ǇƻƭƛǘƛŎǎ Χ ŀƴȅǘƘƛƴƎΦ 

ωSimplifies dynamics, saves energy. 

The rapid freezing of high neuroplasticity 
(RFHN) model => big attractor basins. 
Overtraining => inhibition of alternatives!

Duch W. (2021) Memetics and Neural Models of 
Conspiracy Theories. Patterns.  Cell Press.

Ariely D. Misbelief. Harper-Collins 2023



Attractor neurodynamics

ωM. Khona, I.R. Fiete. 2022. Attractor and Integrator Networks in the Brain. Nature Rev. Neurosci. 23  
Notable examples of brain systems in which inherently low-dimensional continuous attractor 
dynamics have been concretely and rigorously identified in the brain.

ω J.L. Alvarez, Attractor-Based Models for Sequences and Pattern Generation in Neural Circuits. PhD 
thesis, 2024. 

ω T. Fakhoury, E. Turner, S. Thorat, A. Akrami. 2025. Models of Attractor Dynamics in the Brain.
Models of auto-associative neural networks In hippocampal spatial representations, visual 
classification in the inferotemporal cortex, perceptual adaptation and priming, and working-memory 
biases shaped by sensory history.

https://arxiv.org/pdf/2505.01098v1


Conscious Perception

Very little of what happens in the brain 
is consciously perceived. 

Attention + stimulation is needed to create 
brain states that are persistent, 
and can be distinguished from noise. 

Oscillations synchronize brain regions.

Attractor states are global. 



Watching traffic lights: V4: color perception. IPS: sensory-motor link,  
Frontal area (FEF, FO): planning behavior, action. 

Idea: represent concepts as patterns corresponding to brain 
activation, as vectors in the feature/brain activation space. 

Brain ė mind;   brain signals ė psychological spaces. 

Huth, A. G., de Heer, W. A., Griffiths, T. L., Theunissen, F. E., & Gallant, J. L. 
(2016). Natural speech reveals the semantic maps that tile human cerebral 
cortex. Nature, 532(7600), 453ς458. 
J.R. Binder et al, Toward a Brain-Based Componential Semantic 
Representation, 2016.

https://doi.org/10.1038/nature17637


Semantic neuronal space
1700 conceptsin the semantic 
space, grouped by similarity. 
Words activate specific ROIs, similar 
words create similar maps 
of brain activity. 
Video or audio stimuli, fMRI matrices 
with ~60000 voxels.
Tensor representation in the brain. 
Gallant lab,Berkeley.

http://gallantlab.org/huth2016/


Brain activations for priming LLMs

Tang, J., LeBel, A., Jain, S., & Huth, A. G. (2023). Semantic reconstruction of continuous language from non-
invasive brain recordings. Nature Neuroscience, 26(5) 



Landscapes of neurodynamics
Brain: substrate for the mind, a maze of mutual activations. 

Å Strong coherent activations => attractor states, linked to phonological representations. 

Å Each brain ROI/column/NCA is represented by a neuron in the model. 

Å Without phonological/symbolic representation of brain states there will be no 
language, precise thoughts and logic, only direct associative actions. 

Å Follow brain activations to label metastable states, create transition graphs. 

W. Duch, K. Dobosz. 2011. Visualizationfor Understandingof NeurodynamicalSystems. 
CognitiveNeurodynamics 5(2):145ς60. 



Computational Models

O'Reilly, Emergent simulator, models at various level of detail.

¶ Minimal model with some biological elements, includes 
neurons with 3 types of ion channels, ex, inh, leak.

Models of attention: 

¶ Posner spatial attention; 

¶ attention shift between visual objects. 

Models of word associations: 

¶ sequence of spontaneous thoughts. 

Models of motor control. 

Initial focus for attention models: the leak channels, 
2-pore K+, looking for genes/proteins.  
Critical: control of the increase in intracellular calcium, 
which builds up slowly as a function of activation. 



Trajectories

Can we characterize attractor states of the brain using EEG data?  

tSNE for simulated attractor network, color=time, each dot 
represents 140 ROIs. 
Large and small attractor basins, 
large clusters = long trapping time, 
fast transitions between some states, 
Recurrence near the end. 

UMAP STFT visualization of real EEG data, single channels, in the 
source space.

Dobosz K, Duch W. (2010)  Understanding Neurodynamical Systems 
via Fuzzy Symbolic Dynamics. Neural Networks 23 (2010) 487-496, 2010
Duch, W., & Dobosz, K. (2011). Visualization for understanding of 
neurodynamical systems. Cognitive Neurodynamics, 5(2), 145ς160



Varley, T. F., & Sporns, O. (2022). Network 
Analysis of Time Series: Novel Approaches 
to Network Neuroscience. 
Frontiers in Neuroscience, 15. 

For more mathematically inclined: 

Caputi, L., Pidnebesna, A., & Hlinka, J. (2021). 
Promises and pitfalls of topological data analysis 
for brain connectivity analysis. 
NeuroImage, 238, 118245. 

Recurrence network

Real brains, ECoG data: recurrence plots 
depend on the similarity threshold e, 
cosine distance,
Takens embedding of oscillatory data 
with dimension d ŀƴŘ ƭŀƎ ˍΦ 
Basins of attractors have different 
resolution based on threshold e.

https://www.frontiersin.org/article/10.3389/fnins.2021.787068


flag

rope

Transitions to new patterns that share some active units (microfeatures); 
in recurrence plots attractor basins are seen. 



Simplifying neurodynamics: microstates

Global Field Power. 4-7 states, 60-150 ms.

Khanna et al. (2015) Microstates in 
Resting-State EEG. Neuroscience and 
Biobehavioral Reviews. 

Symbolic dynamics: statistics of A-D symbol 
strings. Fuzzy Symbolic Dynamics (FSD) + 
visualizations. 

Duch W, Dobosz K. (2011). Cognitive 
Neurodynamics 5, 145



Microstate transitions

Most frequent transitions among 16 MS. 



RQA with TPs on Microstates

Simplify RPs: use microstates instead 
of X(t) signals. 

16 microstates, transitions between 
microstate classes (TP, 16x16).

MS features:  
occurrence (OCC), 
duration (DUR), 
coverage (Cov), 
global field potential (GFP), 
global explained variation (GEV),  
mean spatial correlation (MSC), 

+ RQA features based on transition 
probabilities.  



  a  avPP 500 ms prototypes  b



Attractor strength

How can we characterize high-dimensional attractor basins and forces that keep the system inside?  

Variance around the center of a cluster grows with synaptic noise; for narrow and deep attractors it 
will grow slowly, but for wide basins it will grow fast. 

Jumping out of the attractor basin reduces the variance due to inhibition of desynchronized neurons. 

What factors contribute to transitions? 

High noise (temperature) => asymptotic freedom.

New stimuli => WTA inhibits current 
synchronization => attractors may dissolve. 

Spontaneous desynchronization due to the leak 
ion channels.  

Attractor force in a neural network 
=> psychological force in mental space? 



Graphs of transitions. 
Multiple starts from the same state 
lead to different trajectories. 
Some lead to repeated behavior. 
Calculate transition probabilities 
between metastable states from 
frequency of transitions. 

Why such transitions? 

Linked state have patterns sharing 
few features, that recruit less active, 
but strongly connected neurons, 
and depolarize those currently 
active, making the previous state 
inaccessible for some time 
(refractory period). 



Typical Development vs. Autism

Trajectories show FSD activation for 3 Gaussian prototypes (G1(t),G2(t),G3(t)). 
Neurodynamics depends on properties of neurons + noise in the system.  

{ǘŀǊǘƛƴƎ ŦǊƻƳ άŦƭŀƎέΦ ±ƻƭǘŀƎŜ-dependent leak channelparameter determines rate of  
spontaneous depolarization of neurons, binc_dt = 0.01 is normal case, binc_dt = 0.005  slows 
depolarization, trapping times are long, fewer states, slow Hebbian learning. 



Typical Development vs ADHD

{ǘŀǊǘƛƴƎ ŦǊƻƳ ǘƘŜ ǿƻǊŘ άŦƭŀƎέΦ ±ƻƭǘŀƎŜ-dependent leak channelparameter determines rate of  
spontaneous depolarization of neurons, 0.01 is normal case, 0.02  leads to fast depolarization.  
¢ǊŀǇǇƛƴƎ ǘƛƳŜǎ ŀǊŜ ǎƘƻǊǘΣ Ƴŀƴȅ ǿŜŀƪ ŀǘǘǊŀŎǘƻǊǎ ŀǊŜ ŦƻǊƳŜŘΣ άŦƭŜŜǘƛƴƎ ǘƘƻǳƎƘǘǎέ ŜƴŘ ƛƴ ǎƘŀƭƭƻǿ 
associations, the system needs stimulants to increase synchronization. Surprising, but this is 
probably why stimulants like Ritalin are used to treat ADHD.  



Rapid Serial Visual Presentation

Any RSVP applications for fast reading. 

Simulation: showing series of words, looking for attention/associations.
star => flea => tent => lock => tart => hind



RSVP: typical brain

Normal speed          too fast, speed 5x
associations, context=>understanding microstates get blurred, 

Some shallow microstates, no associations         few associations



RSVP simulations: HFA

High functioning ASD case (HFA): 
normal presentation            fast presentation
long dwelling times   enforced quick resynchronization
     more internal stimuli. 



Rapid stimulation in deep ASD

Normal speed                                            fast presentation, richer dynamics,  
skipping some words,                  more complex internal states, 

no associations    some associations arise (off-diagonal)

More states/time window = better connectome development. 



Embedding information by compression

Llama 2 όaŜǘŀΩǎ ƻǇŜƴ ƳƻŘŜƭύ Ƙŀǎ ƻƴƭȅ тл ōƭƴ ǇŀǊŀƳŜǘŜǊǎΦ  /ƻƳǇǊŜǎǎƛƻƴ мллллΥтл º143 times! 
Stronger compression ς more nonsense, unusual associations, greater creativity.  
Compression 1.58 bits = log23 , see our MLP2LN model (invented at ICAISC in 1996). 
Precise questions (+prompt) activate LLM parameters allowing for correct associations. 

Energy: games and crypto mining use much more energy than AI.  

Training>10 000 GB text                             12 days of work 6000 GPU V100 units parametersº70 GB 
2 mln $, 1024 or trillion trillons operations.  

https://en.wikipedia.org/wiki/Llama_(language_model)
https://is.umk.pl/~duch/cv/WD-topics-exp.html#MLP2LN


Transformers and spreading activation

Predictive AI: search + heuristics. 

Generative AI: spreading activation networks, 

binding relevant information.

GPT = Generative Pre-trained Transformer

Convert input data into tokens, and embed them 

in numerical vectors space that preserves similarity 

of meaning (semantics) in different contexts. 

Analyze sequences or fragments, pay attention 

to links among all tokens that add to their 

interpretation ï select subgraphs of tokens.

LLM visualization    https://bbycroft.net/llm

48274 variants of open-source LLMs, including  

2888 for fine-tuning (LLM Explorer, 20/06/25). 

Processing clinical text with domain-specific spreading activation methods. US Patent US8930178B2 

(1/2015)

Duch W, Matykiewicz P, Pestian J, Towards Understanding of Natural Language: Neurocognitive 

https://bbycroft.net/llm
https://llm.extractum.io/
https://llm-explorer.com/


Learning brain-like modules

Brain large-scale network sparsity 0.1-1%, functional connectivity 1-5%. 
In biology function ė structure. 

Embed neurons into a geometric space and minimize the total connection cost 
by adding it as a penalty to the loss function. 

Brain-inspired modular training (BIMT) model is trained to solve a set of 
compositional cognitive tasks, on a Mod-Cogcognitive multi-task battery 
consisting of 84 tasks, such as interval estimation, mental navigation, 
and sequence generation. 

½Φ [ƛǳΣ Χ aΦ Tegmark. (10/23). Growing Brains: Co-Emergence of Anatomical 
and Functional Modularity in Recurrent Neural Networks. arXiv:2310.07711 

Z. Liu, E. Gan, M. Tegmark (5/23). Seeing Is Believing: Brain-Inspired 
Modular Training for Mechanistic Interpretability. arxiv:2305.08746

Functional and anatomical clustering emerge together, functionally similar neurons become spatially 
localized, interconnected, participate in shared computational tasks, balancing task performance and 
network sparsity. 

http://arxiv.org/abs/2310.07711
https://arxiv.org/abs/2305.08746


GenAI: Latent probabilistic models

Compressed internal 

representations (pdfs): 

GAN (2014), VAE (22),

Flows (2019), diffusion 

models (2015). 

EBM, Energy-based 

models. 

Many models based on 

the idea of information 

compression create 

vectors in the latent 

space capturing meaning 

in different contexts.

Algorithmic (Kolmogorov) 

information with low 

complexity is the key. 

https://en.wikipedia.org/wiki/Generative_adversarial_network
https://en.wikipedia.org/wiki/Variational_autoencoder
https://en.wikipedia.org/wiki/Flow-based_generative_model
https://en.wikipedia.org/wiki/Diffusion_model
https://arxiv.org/abs/2406.13661
https://arxiv.org/abs/2406.13661


Sometimes we try to complete the sentence. Sometimes it comes all at once. 
Create gradient field towards attractor basin where images linked to some labels are stored. 

Diffusion



Diffusion language models
Transformers work in sequential way. But LLMs may be based on diffusion models. Or IMMs?

ωNie {Σ  Χ ϧ [ƛΣ /Φ όнκнрύΦ Large Language Diffusion Models. arXiv:2502.09992 
LLaDA, a diffusion model demonstrates strong scalability, in-context learning. 

ω Inception.ai Mercury family of diffusion large language models (dLLMs) runs >1000 tokens/sec. 
Opens the way for costly deep reasoning that was taking a long time. 
Mercury Coder Mini is super-fast and has rank 1 on Leaderboard Copilot list. 

https://youtu.be/W2gVx1PIbF4?si=87Fr2zgQPwTatXOf
https://arxiv.org/abs/2502.09992
https://www.inceptionlabs.ai/introducing-mercury
https://lmarena.ai/leaderboard/copilot


Intelligence ςassociative thinking? 
Eric Schwitzgebel, David Schwitzgebel, Anna Strasser, 
Creating a Large Language Model of a Philosopher, arXiv:2302.01339

ά/ŀƴ ƭŀǊƎŜ ƭŀƴƎǳŀƎŜ ƳƻŘŜƭǎ ōŜ ǘǊŀƛƴŜŘ ǘƻ ǇǊƻŘǳŎŜ ǇƘƛƭƻǎƻǇƘƛŎŀƭ ǘŜȄǘǎ 
ǘƘŀǘ ŀǊŜ ŘƛŦŦƛŎǳƭǘ ǘƻ ŘƛǎǘƛƴƎǳƛǎƘ ŦǊƻƳ ǘŜȄǘǎ ǇǊƻŘǳŎŜŘ ōȅ ƘǳƳŀƴ ǇƘƛƭƻǎƻǇƘŜǊǎΚέ

Daniel Dennett commented on 10 philosophical questions, ChatGPT-3, fine-tuned on his 
books/papers, gave 4 responses for each question. Which of the 5 comments is human? 

98 participants were near chance (24%).
25 experts on Dennett's work succeeded in 51%. 
302 philosophy blog readers below 50%. 

Was Dennett intelligent? Was Kasparov or Ke Jie intelligent?
If we agree, then LLM models are also intelligent. 

Agents discuss now philosophy at a professional level. 

Creativity: Blind Variation Selective Retention (BVSR). 

Duch W, (2007) Intuition, Insight, Imagination and Creativity. IEEE Computational Intelligence Magazine 2.
Duch W. (2024), Artificial intelligence and the limits of the humanities.  Er(r)go-Humanities, 47.

https://arxiv.org/abs/2302.01339
https://journals.us.edu.pl/index.php/ERRGO


What happens in LLMs?
J. Lindsey + Anthropic team (3/2025). On the Biology of a Large Language Model.

1. What language, if any, is Claude using internally?

2. Claude writes text one word at a time. Is it only predicting the next word or does plans ahead?

3. Claude can write out its reasoning step-by-step. Does this explanation represent the actual steps 
it took to get to an answer, or is it fabricating a plausible argument for a foregone conclusion?

ω Input, abstract, and output features, orŘŜǘƻƪŜƴƛȊŀǘƛƻƴ Ҧ ŀōǎǘǊŀŎǘ ŦŜŀǘǳǊŜǎ Ҧ ǊŜǘƻƪŜƴƛȊŀǘƛƻƴΦ

ωConvergent paths and shortcuts.A source node Ҧ a target node via multiple different paths. 
ά/ƻƘŜǊŜƴǘ ŦŜŜŘŦƻǊǿŀǊŘ ƭƻƻǇέ ƛǎ ŀ ŎƻƳƳƻƴƭȅ ƻōǎŜǊǾŜŘ ŎƛǊŎǳƛǘ ƳƻǘƛŦ ƛƴ ōƛƻƭƻƎƛŎŀƭ ǎȅǎǘŜƳǎΦ

ωCŜŀǘǳǊŜǎ άǎƳŜŀǊŜŘέ ŀŎǊƻǎǎ ǘƻƪŜƴ ǇƻǎƛǘƛƻƴǎΦSome features maintain consistent representations of 
ǘƘŜ ƳƻŘŜƭΩǎ ŎƻƴǘŜȄǘΦ

ω Long-range connections.Features in any given layer may have direct output edges downstream. 
Cross-layer transcoders make long-range edges much more prominent.

ωA special role for special tokens.Model stores important information on new-line tokens, ex. 
represents several candidate rhyming words to end the next line with. 

ωά5ŜŦŀǳƭǘέ ŎƛǊŎǳƛǘǎ appear ŀŎǘƛǾŜ άōȅ ŘŜŦŀǳƭǘέ ƛƴ ŎŜǊǘŀƛƴ ŎƻƴǘŜȄǘǎΣ ŜȄΦ ǇƻǎƛǘƛǾŜ ŎƻƴƴŜŎǘƛƻƴǎ ŘƛǊŜŎǘƭȅ 
ŦǊƻƳ ά!ǎǎƛǎǘŀƴǘέ ŦŜŀǘǳǊŜǎ ǘƻ άŎŀƴΩǘ ŀƴǎǿŜǊ ǘƘŜ ǉǳŜǎǘƛƻƴέ ŦŜŀǘǳǊŜǎΣ ƛƴŘƛŎŀǘƛƴƎ ǘƘŀǘ ǘƘŜ ƳƻŘŜƭΩǎ 
default state is to assume it cannot answer. 

https://transformer-circuits.pub/2025/attribution-graphs/biology.html


Intelligence in LLMs

ωAttention often does its work early.Often the final token position contains nodes throughout all 
layers of the model, while earlier token positions typically only contain nodes at earlier layers. 
Computation takes place after άŦŜǘŎƘƛƴƎέ ƛƴŦƻǊƳŀǘƛƻƴ ŦǊƻƳ ǇǊƛƻǊ ǘƻƪŜƴǎ ƛƴ ŜŀǊƭƛŜǊ ƭŀȅŜǊǎΦ

ωContext-dependent roles of multifaceted features represent very specific conjunctions of 
concepts. Even if a feature has a consistent interpretablemeaningacross contexts, different facets 
of its meaning may be relevant to its functional role in different contexts.

ωConfidence reduction features?In late layers of the model features have often two properties: 
they activate immediately prior to a certain token, with strongnegativeoutput to that token. 
Are they involved ƛƴ ǊŜƎǳƭŀǘƛƴƎ ǘƘŜ ƳƻŘŜƭΩǎ ŎƻƴŦƛŘŜƴŎŜ ŀōƻǳǘ ƛǘǎ outputs?Why they are so 
common, and why they are only prominent in late model layers?

ωά.ƻǊƛƴƎέ ŎƛǊŎǳƛǘǎΦA large fraction of active features and graph edges on a given prompt are usually 
άōƻǊƛƴƎέ, they appear to fulfill a basic, obvious role. Ex: in prompts relating to addition, many 
features represent the mere fact that the prompt is math/number related, and many features up-
ǿŜƛƎƘǘ ǘƘŜ ƳƻŘŜƭΩǎ ǇǊƻōŀōƛƭƛǘȅ ƻŦ ƻǳǘǇǳǘǘƛƴƎ ŀ ƴǳƳōŜǊΦ 
These ŦŜŀǘǳǊŜǎ ŀǊŜ ŜǎǎŜƴǘƛŀƭ ǘƻ ǘƘŜ ƳƻŘŜƭΩǎ ŦǳƴŎǘƛƻƴΣ ōǳǘ Řƻ ƴƻǘ ŜȄǇƭŀƛƴ ǘƘŜ άƛƴǘŜǊŜǎǘƛƴƎέ ǇŀǊǘ ƻŦ ƛǘǎ 
computation, how it determineswhichnumber to output.



Claude mental math
We frequently use intuitive estimations. Claude is unaware of the sophisticated "mental math" 
strategies that it is using. Asked how it computes 36+59=95 it describes the standard algorithm 
involving carrying the 1. The model learns to explain math by simulating explanations written by 
people, but it has learned to do math internally, from examples, without explicit procedure, 
and develops its own internal strategies to do so. LLM tracing shows complex pathways. 


