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Towards autonomous AI agents

1. Few thoughts on AI: computing, intelligence, cognition. 

2. Superintelligence and exponential growth.

3. State-of-the-art (SOTA). 

4. Towards autonomous agentic AI science factories.

5. Agentic science future, or can science without strong support of AI agents be relevant?  

ChatGPT << AI,  100-300 papers in the arxiv.cs.aieach day!
²Ŝ ǎŜŜ ƻƴƭȅ ǘƘŜ ǘƛǇ ƻŦ ǘƘŜ ƛŎŜōŜǊƎ Χ ōǳǘ ǘŜŎƘƴƻƭƻƎƛŎŀƭ ǘǎǳƴŀƳƛ ƛǎ ŎƻƳƛƴƎΦ

Dilemma: Should I stay, or should I go now?
If I go, there will be trouble, and if I stay it will be double.
{ƻ ŎƻƳŜ ƻƴ ŀƴŘ ƭŜǘ ƳŜ ƪƴƻǿ Χ 

Duch W and DiercksenGHF (1994)Neural networks as tools to solve problems in physics and chemistry. 
Computer Physics Communication82: 91-103

https://arxiv.org/list/cs.AI/recent
https://is.umk.pl/~duch/pubs/94-nnfit-abstract.html


Defining intelligence

If we have effective algorithms we can write programs, no need for AI. 

No effective algorithms? Intelligence is needed. 

Intelligence: ability to solve problems where no effective algorithms are 
known. AI does it using some hardware, humans use wetware. 

What cannot be successfully programmed but can be learned from 
experience may be replicated in a supervised way, discover in unsupervised 
way, or strategies may be developed using reinforcement learning. 

Humans are megalomaniacs and believe in magic in their wetware, but 
understanding == compression of complexity into coherent patterns.
Data => structure. 

AI cannot be perfect, but it can be better than humans. 

IŀǊŘǿŀǊŜ ŎƻǳƭŘ ōŜ ōƛƻƭƻƎƛŎŀƭΣ ŜƭŜŎǘǊƻƴƛŎΣ ǇƘƻǘƻƴƛŎΣ ǎǇƛƴǘǊƻƴƛŎΣ ŀǘƻƳƛŎ Χ 



Hardware, another substrate for thinking

Biological brains have severe limitations. New energy efficient  computing paradigms: photonics: 
Taichi chiplet 160 TOPS/W, Q.ant photonic chip, Lightmatter 3D Photonic 500-1000 TOPS/W. 
Groq Linear Processing Unit LPU, 400 TOPS/W. Cortical Labs organoids  CL1 800 000 cells chip. 
Cerebras, CIMs, reversible computing, neuromorphic computing! 
 LLM inference cost fall between 9-900x a year, depending on the task (Epoch.ai). 
 Learning takes place even in transcriptional network models (Michael Levin lab)

https://www.science.org/doi/10.1126/science.adl1203
https://qant.com/
https://lightmatter.co/
https://groq.com/
https://spectrum.ieee.org/biological-computer-for-sale
https://ai-2027.com/_next/image?url=%2F_next%2Fstatic%2Fmedia%2FepochLLMprice-nowatermark.824fa343.png&w=1920&q=75
https://drmichaellevin.org/research


Embedding + attention = transformers

Word2Vec, Glove, FastText: embedding of words as 
vectors in the parameter space, preserving similarity. 

Each word is encoded in a large number of contexts. 

Transformer model publishedby Google in June 2017: 
Attention is all you need, started the generative AI era.

A key concept of GPT is self-attention to relationships 
between tokens, linking each token to other tokens.

Vector representations of concepts that are 
semantically related become similar to each other 
=> GPT interprets inputs using meaningful synonyms.

Associative thinking: creative, heuristic step.  

Matykiewicz P, Pestian J, Duch W, and Johnson N. (2006)
Unambiguous Concept Mapping in Radiology Reports: 
Graphs of Consistent Concepts, AMIA Ann.  Symp Proc. 1024.

https://en.wikipedia.org/wiki/Word2vec
https://nlp.stanford.edu/projects/glove/
https://fasttext.cc/
https://ai.googleblog.com/2017/08/transformer-novel-neural-network.html
https://www.ft.com/content/37bb01af-ee46-4483-982f-ef3921436a50
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=1839614
http://www.pubmedcentral.nih.gov/articlerender.fcgi?artid=1839614


Transformers and spreading activation

Predictive AI: search + heuristics. 

Generative AI: spreading activation networks, binding 
relevant information.

GPT = Generative Pre-trained Transformer

Convert input data into tokens, and embed them 
in numerical vectors space that preserves similarity of 
meaning (semantics) in different contexts. 

Analyze sequences or fragments, pay attention 
to links among all tokens that add to their interpretation 
ς select subgraphs of tokens.

LLM visualization    https://bbycroft.net/llm

Over 51 550 variants of open-source LLMs, including  
> 3000 for fine-tuning (LLM Explorer, 24/10/25). 

Processing clinical text with domain-specific spreading activation methods. US Patent US8930178B2 (1/2015)
Duch W, Matykiewicz P, Pestian J, Towards Understanding of Natural Language: Neurocognitive Inspirations. 2007

https://bbycroft.net/llm
https://llm.extractum.io/
https://llm-explorer.com/


GenAI: Latent probabilistic models

Compressed internal 
representations (pdfs): 

GAN (2014), VAE (2022),
Flows (2019), diffusion 
models (2015). 

EBM, Energy-based models. 

Many models based on 
the idea of information 
compression create vectors 
in the latent space 
capturing meaning in 
different contexts.

Algorithmic(Kolmogorov) 
information with low 
complexity is the key. 

https://en.wikipedia.org/wiki/Generative_adversarial_network
https://en.wikipedia.org/wiki/Variational_autoencoder
https://en.wikipedia.org/wiki/Flow-based_generative_model
https://en.wikipedia.org/wiki/Diffusion_model
https://arxiv.org/abs/2406.13661


Sometimes we try to complete a sentence, but sometimes it comes all at once. 
Create gradient field towards attractor basins where images/concepts linked to prompts are stored. 

Diffusion models

See videos at the @depth-first YT channel. Diffusion has roots in statistical physics. 

https://www.youtube.com/@depth-first


Scaling costs and computations

Phones translate 13 languages using 1W of power! My brain needs 20 W.
Robotics costs also drops dramatically. World in 5 years time will be very different. 





Small Language Models (SLM)

Cheap, safe, distilling reasoning patterns from LLMs. 

Google Gemma3 models 270M, 4B, 12B, 27B.

Qwen3 0.6B 100+ languages, thinking mode. 

Qwen3 4B non-thinking creative, tool usage, science, coding. 

Meta LLaMA-7B º PaLM-540B. 

Microsoft Phi-4 mini instruct 3.8B, math, logic, function calling. 
Microsoft Phi-4 (15B) º Gemini Pro 1.5 with 600 B 
rStar2-Math 14B: Math Reasoning Self-Evolved Deep 
Thinking. 7B model º hǇŜƴ!L ƻм ǳǎƛƴƎ άŘŜŜǇ ǘƘƛƴƪƛƴƎέΦ

Gemini Nano for Android, OpenELM for iOS. 

IBM Granite-TimeSeries-TTM, Granite 3.2 8B series, 
knows 116 programming languages.  

Meta MobileLLM-R1 open sub-1B reasoning models 
(140M, 360M, 950M) º Qwen3 on reasoning. 
TTM model (TinyTimeMixers) 1M time-series forecasting. 

https://deepmind.google/models/gemma/
https://huggingface.co/Qwen/Qwen3-0.6B
https://huggingface.co/Qwen/Qwen3-4B-Instruct-2507
https://huggingface.co/meta-llama/Llama-2-7b
https://huggingface.co/collections/microsoft/phi-4-677e9380e514feb5577a40e4
https://huggingface.co/collections/microsoft/phi-4-677e9380e514feb5577a40e4
https://developer.android.com/ai/gemini-nano
https://github.com/microsoft/rStar
https://developer.android.com/ai/gemini-nano
https://www.ibm.com/granite
https://huggingface.co/facebook/MobileLLM-R1-950M
https://huggingface.co/ibm-granite/granite-timeseries-ttm-r1




Prompt optimization

GPT-4 needs Medprompt to achieve SOTA performance on a wide range of medical challenge 
problems (Microsoft Research). 

GPT finds associations: first thing that comes to mind/network. Needs verification, reasoning.  

https://www.microsoft.com/en-us/research/blog/the-power-of-prompting/


Eliciting knowledge from LLMs

ωMS: The Power of Prompting, PromptWizard feedback-driven self-evolving prompts, 
prompt actions in Microsoft Copilot Studio, Power Automate PL

ωOptimize GPT-5, prompt cookbook.  

https://www.microsoft.com/en-us/research/blog/the-power-of-prompting/
https://www.microsoft.com/en-us/research/blog/promptwizard-the-future-of-prompt-optimization-through-feedback-driven-self-evolving-prompts/
https://learn.microsoft.com/en-us/ai-builder/use-a-custom-prompt-in-mcs
https://make.powerautomate.com/aibuilder/prompts
https://cookbook.openai.com/examples/gpt-5/prompt-optimization-cookbook


AlphaGoZero: Human knowledge is irrelevant

Superhuman level in Go. Best humans 3,600ς3,860 ELO, KataGO over 6000 ELO, playing against itself!  
Human knowledge becomes irrelevant, decreasing AI competence! Can we do it in other domains? 
Reinforcement learning with Verifiable Rewards, RLVR continuous self-improvement. 
Shocking news: Ruoss Χ ϧ Genewein, T. (2/24). Grandmaster-Level Chess Without Search. 
 270M parameter transformer model, 1-step intuitive decisions! Like in Blitz Chess.  

1997, Deep Blue-Kasparov. 
2016, AlphaGo-Lee Sedol 
2017, Alpha GoZero 
2017, Poker, Dota 2; 
2019, Starcraft II, 
2022 Stratego, Diplomacy

https://doi.org/10.48550/arXiv.2402.04494


Reasoning ς cognitive inspirations

Associations: input => output. This is GOFAI! LLM associationsin heuristic search. 
 Chain of thought (CoT): step by step. 

 Tree of Thoughts (ToT): parallelthinkingvia RL. 
 Graph of Thoughts(GoT): like human reasoning.

Sketch-of-Thought: adaptive cognitive-Inspired sketching

https://www.promptingguide.ai/techniques/cot
https://www.promptingguide.ai/techniques/tot
https://arxiv.org/abs/2509.07980
https://github.com/spcl/graph-of-thoughts
https://doi.org/10.48550/arXiv.2503.05179


AlphaGo Moment for Model Architecture Discovery

[ƛǳΣ ¸Φ Χ ϧ [ƛǳΣ tΦ AlphaGo Moment for Model Architecture Discovery. arXiv:2507.18074. 

The pace of AI research itself remains linearly bounded by human cognitive capacity. 

ASI-Arch is the first demonstration of Artificial Superintelligence for AI research (ASI4AI), 
a fully autonomous system enabling AI to conduct its own architectural innovation. 

Conducts architecture discovery, autonomously hypothesizing novel architectural concepts, 
implementing them, training and empirically validating their performance through experimentation. 

ASI-Arch conducted 1,773 autonomous experiments over 20,000 GPU 
hours, discovered 106 innovative, state-of-the-art (SOTA) linear 
attention architectures, demonstrating emergent design principles 
that systematically surpass human-designed baselines and 
illuminate previously unknown pathways for architectural innovation. 

Jankowski N, Duch W, DǊŊōŎȊŜǿǎƪƛ K, Meta-learning in Computational 
Intelligence. Studies in Computational Intelligence, Vol. 358, Springer 2011.

https://doi.org/10.48550/arXiv.2507.18074


Beyond transformers
Continuous Thought Machine (CTM) is a model of neural dynamics that uses the synchronization 
of neural activity over time as its representation for taking actions in a world.
Neuron-level temporal processing and neural 
synchronization (attractors) as a latent representation. 

SakanaAI/continuous-thought-machines. (2025). 
Performs tasks that require complex sequential reasoning 
at human level. Github SakanaAI   

Hierarchical Reasoning Model (HRM) recurrent architecture.  
A high-level module for abstract planning, low-level for details. 

27M model without pre-training or CoT data, using only 1000 
training samples, achieves nearly perfect performance on complex 
Sudoku puzzles and optimal path finding in large mazes. 
HRM outperforms much larger models on the Abstraction and 
Reasoning Corpus (ARC), a key benchmark for AGI capabilities. 

Shojaee et al. The Illusion of Thinking. 6/2025. Not really.
Wang, G. et al. Hierarchical Reasoning Model. 6/2025. 

https://pub.sakana.ai/ctm/
https://github.com/SakanaAI/continuous-thought-machines
https://arxiv.org/abs/2506.06941
https://doi.org/10.48550/arXiv.2506.21734


Efficient/latent reasoning

Coconut (Chain of Continuous 
Thought) conducts reasoning in the 
latent (hidden) space. Advanced 
reasoning patterns emerge.

Feng S, Fang G, Ma X, Wang X.  2025 
Efficient Reasoning Models: A Survey. 

Github papers on efficient reasoning.

Short chains of thoughts, small 
models, fast decoding.

https://doi.org/10.48550/arXiv.2504.10903
https://github.com/fscdc/Awesome-Efficient-Reasoning-Models


Self-improving neural architectures

²ŀƴƎΣ ²Φ Χ ϧ Schmidhuber, J. Huxley-DǀŘŜƭ Machine: Human-Level Coding Agent Development by an 
Approximation of the Optimal Self-Improving Machine. (10/2025). github.com/metauto-ai/HGM.  

Self-improvement of coding agents that edit their own codebases based on the approximation to the 
DǀŘŜƭ ƳŀŎƘƛƴŜ ǿƘƛŎƘ ŀŎŎŜǇǘǎ ƻƴƭȅ ƳƻŘƛŦƛŎŀǘƛƻƴǎ ǘƘŀǘ ǇǊƻǾŀōƭȅ ƛƴŎǊŜŀǎŜ ǘƘŜ ŜȄǇŜŎǘŜŘ ƭƻƴƎ-term utility. 

Zhao, A. et al. AbsoluteZero: ReinforcedSelf-playReasoningwith Zero Data.5/2025. 

Verifiable rewards (RLVR) allow self-play to reach superhuman levels in complex fields, but depends on 
expert-defined learning distribution and curated QA pairs, demanding expertise and manual effort. 

Absolute Zero Reasoner (AZR) self-evolves its training curriculum and reasoning ability using a code 
executor to both validate proposed code reasoning tasks and verify answers, serving as an unified 
source of verifiable reward (RLVR) to guide open-ended yet grounded learning. 

Trained entirely without external data AZR achieves 
SOTA performance on coding and math reasoning 
tasks, outperforming models that rely on tens of 
thousands of in-domain human-curated examples.

https://doi.org/10.48550/arXiv.2510.21614
https://github.com/metauto-ai/HGM
https://doi.org/10.48550/arXiv.2505.03335


Self-improving LLMs

¢ƘŜ 5ŀǊǿƛƴ DǀŘŜƭ aŀŎƘƛƴŜΥ !L ǘƘŀǘ ƛƳǇǊƻǾŜǎ ƛǘǎŜƭŦ ōȅ ǊŜǿǊƛǘƛƴƎ ƛǘǎ ƻǿƴ ŎƻŘŜ (5/2025)
https://sakana.ai/dgm/

DGM iteratively builds a growing archive of agents by harnessing principles of open-ended exploration. 
New agents are created and scored by interleaving self-modification with downstream task evaluation.

ZweigerΣ !Χ ϧ Agrawal, P. (6/2025). Self-AdaptingLanguage Models

Self-Adapting LLMs (SEAL), a framework that enables LLMs to self-adapt by generating their own 
finetuning data and update directives, may restructure the information, optimize its hyperparameters, 
or invoke tools for data augmentation and gradient-based updates. 

ZhouY, LevineS, Weston J, Li X, & SukhbaatarS (6/2025). Self-ChallengingLanguage Model Agents.

Self-Challenging framework for training an agent on high-quality tasks that are generated by itself. 
It generates a task forming a novel general class of problems defined by an instruction, a verification 
function, and solution and failure cases which serve as tests, filtering the high-quality tasks. 

Wang, T Χ & Li, X. (8/2024). Self-TaughtEvaluators.

STE use synthetic training data only, starting from unlabeled examples. Iterative self-improvement 
scheme generates contrasting model outputs and trains an LLM-as-a-Judge to produce reasoning traces 
and final judgments, using the improved predictions at each new iteration.

https://sakana.ai/dgm/
https://sakana.ai/dgm/
https://doi.org/10.48550/arXiv.2506.10943
https://doi.org/10.48550/arXiv.2506.01716
https://doi.org/10.48550/arXiv.2408.02666


Neurosymbolic GraphMERT

GraphMERT, 80M-parameter graphical encoder-only neurosymbolic model distills high-quality KGs from 
unstructured text corpora and its own internal representations: learning of abstractions, symbolic KGs for 
verifiable reasoning. Achieves SOTA accuracy providing superior symbolic knowledge representation. 
Recovers UMLS relations more accurately 
than large LLMs. KG integration is a key step 
toward domain-specific superintelligence. 

Belova, M., Xiao, J., Tuli, S., & Jha, N. K. (10/2025). 
GraphMERT: Efficientand Scalable Distillationof 
ReliableKnowledge Graphsfrom UnstructuredData.
YouTube summary

Medical ontologies (ULMS) enable 
development of a large-scale practical 
algorithms to re-create pathways of spreading neural activations. Concepts of specific semantic type are 
identified, related to concepts of the same type, added to the text, providing expanded representations.

Duch W, Matykiewicz P, Pestian J. Neurolinguistic Approach to Natural Language Processing with Applications to 
Medical Text Analysis. Neural Networks (2008).  Idea: each token generates synthetic context data, best are selected!  
US Patent 8,930,178 B2. Processing clinical text with domain-specific spreading activation methods. More here. 

https://doi.org/10.48550/arXiv.2510.09580
https://www.youtube.com/watch?v=xh6R2WR49yM
https://is.umk.pl/~duch/cv/WD-topics-exp.html#NLP


Dragon Hatchling

ά5ǊŀƎƻƴ IŀǘŎƘƭƛƴƎέ ό.5IύΣ ǎǘŀǘŜ-space LLM architecture based on a scale-free biologically inspired network 
of n locally-interacting neuron particles forming a graph of high modularity. BDH performs attention-based 
state space sequence learning changing graph topology.    

BDH can be represented as a brain model and rivals GPT2 performance on language and translation tasks, 
at the same number of parameters (10M to 1B), for the same training data. During inference it relies on 
synaptic plasticity with Hebbian learning using spiking neurons. Reasoning process leads to learning. 

±ŜǊȅ ǎǇŜŎǳƭŀǘƛǾŜ ŀǎ ŀ ƳƻŘŜƭ ǘƘŀǘ ƛǎ ƳƻǊŜ άōǊŀƛƴ-ƭƛƪŜέΣ ŀƴŘ ƴƻǘ ȅŜǘ ǘŜǎǘŜŘ ƻƴ ƭŀǊƎŜǊ 
problems. Reweighting º Chunking during inference in SOAR architecture. 

Kosowski, A., ¦ȊƴŀƵǎƪƛ, P., Chorowski, J., Stamirowska, Z., & Bartoszkiewicz, M. (2025). 
The Dragon Hatchling: The Missing Link betweenthe Transformer and Modelsof the Brain.
arXiv.2509.26507Pathway.com

A hierarchy of intelligent systems with growing complexity/flexibility, from 
networks with simple neurons to complex interacting agents, was presented in:  

Duch W, Mandziuk J (2004), Quo Vadis Computational Intelligence? 
Advances in Fuzzy Systems 21, 3-28

https://doi.org/10.48550/arXiv.2509.26507
https://pathway.com/


Building virtual worlds
Genie 3: A large-scale foundation world model - Google DeepMind  8/2025

Google Genie 3 is a foundation world model that can create an endless variety of consistent,  
action-controllable, playable 3D environments for training and evaluating embodied agents. 

These agents may interact with each other and with humans. 

Imagine moving in VR digital twin environment to control robot at the Moon! 

The DreamerV3 algorithm learns an accurate world 
model of the environment and improves its behavior by 
imagining future scenarios.

World Labs (Fei-Fei Li) is a spatial intelligence company, 
building frontier models that can perceive, generate, 
reason, and interact with the 3D world.

Spatial intelligence transforms seeing into doing, 
understanding into reasoning, and imagining into 
creating. Marble is the first product. 

https://deepmind.google/discover/blog/genie-3-a-new-frontier-for-world-models/
https://www.nature.com/articles/s41586-025-08744-2
https://www.worldlabs.ai/


State-of-the-Art



Turing Test

Q: You passed a Turing test, selected as human far more often than an actual human. 
A: It shows that AI is crossing a critical threshold. It implies a much deeper understanding 
     of language, context, and reasoning.

2023: GPT3 writes answers to 10 philosophical questions that even experts could not 
distinguish from those written by Daniel Dennet, most famous philosopher of mind. 

https://arxiv.org/abs/2302.01339


MIQ of AI

At the beginning of the 2024 highest results were < 100 points.
29.09.2025: Claude Sonnet 4.5 shows 30+ hours of autonomous coding. 

https://trackingai.org/home


Long tasks

Measuring AI Ability to Complete Long Tasks.

AI performance in terms of the length of tasks AI 
agents can complete. GPT5: 2h15m-4.5h. 

This metric has been consistently exponentially 
increasing over the past 6 years, with a doubling 
time of around 7 months. 

Extrapolating, in less than a decade AI agents 
should independently complete a large fraction 
of tasks that take humans days or weeks.

https://metr.org/blog/2025-03-19-measuring-ai-ability-to-complete-long-tasks/
https://evaluations.metr.org/gpt-5-report


GPQA benchmark

Rein, D et al. (2023). GPQA: A Graduate-Level Google-Proof Q&A Benchmark. arXiv:2311.122
448 extremely difficult questions: highly skilled non-expert validators reach 34% accuracy with >30 minutes 
of web access,  experts pursuing PhDs in the corresponding domains reach 65%-74%.

Grok 4  88.1
GPT-5 85.6%

vals.ai 

https://doi.org/10.48550/arXiv.2311.12022
https://lifearchitect.ai/mapping
https://www.vals.ai/benchmarks/gpqa


AI in science report
Nature Research Intelligence report ά!L ƛƴ {ŎƛŜƴŎŜέΣ ǿǊƛǘǘŜƴ ōȅ CǳŘŀƴ 
University and Shanghai Academy of AI for Science 5/2025. 

Number of articles on AI in computer science, physics, mathematics, 
engineering, geosciences, environment, social sciences: 
China >> EU > US, India > UK;   Life sciences EU< US, China > India > UK. 
In 2024 about 955 000 publications on AI, in physical sciences 70,700.
Nature Index  01.10.2025, Research hospitals

https://www.nature.com/articles/d42473-025-00161-3
https://www.nature.com/collections/cccfgceghe


MedQA

These systems can interpret complex 3D scans, 
answer complex clinical questions in pathology, 
dermatology, ophthalmology, genomics and other fields.
GPT-5 is not specialized for all branches of medicine!

More empathy? Bots are nicer and have more time. 
Wang et al. RLVER: Reinforcement Learning with Verifiable 
Emotion Rewards for Empathetic Agents. 7/2025. 

MedQA Dataset from Medical Exams. arXiv:2009.13081 

MedQA, US Medical Licensing Exam (USMLE)-style question 
benchmark with 12,723 questions. Passing score is 60%. 

Human experts reach ~ 87%  accuracy, GPT-4 ~ 90.2%,  

Med-Gemini achieves 91.1%, similar to GPT5 nano 91.4%, 
but worse thanGPT-5 95.8%.  

²ŀƴƎΣ {ΦΣ Χ ϧ ¸ŀƴƎΣ ·Φ όнлнрύΦ /ŀǇŀōƛƭƛǘƛŜǎ ƻŦ Dt¢-5 on Multimodal 
Medical Reasoning. arXiv:2508.08224 

https://arxiv.org/abs/2509.25559
https://arxiv.org/abs/2507.03112
https://doi.org/10.48550/arXiv.2009.13081
https://arxiv.org/abs/2009.13081
https://research.google/blog/advancing-medical-ai-with-med-gemini/
https://arxiv.org/abs/2508.08224
https://doi.org/10.48550/arXiv.2508.08224


Artificial Intelligence-Enabled Medical Devices

11/2025: AI/ML-Enabled FDA approved 1247 Medical Device List. 

956  Radiology

125  Cardiovascular  

  56  Neurology

  22  Anesthesiology  

  19  Hematology

  17  Gastroenterology-Urology

  10  Ophthalmic

  43  Remaining 

https://www.fda.gov/medical-devices/software-medical-device-samd/artificial-intelligence-and-machine-learning-aiml-enabled-medical-devices


Hippocrates

Hippocrates ς Steven Brown showed an example of diagnosis that Hippocrates got right using full 
checkup data made by US doctors who did not find anything. 

https://youtu.be/-4SnyPWzxwE?si=9HOzvywroyZwtXus&t=1785
https://youtu.be/-4SnyPWzxwE?si=9HOzvywroyZwtXus&t=1785


TOOLUNIVERSE: 
211 biomedical tools

GaoΣ {Φ Χ ϧ Zitnik, M. (2025). TxAgent: 
AnAI Agent for TherapeuticReasoning
Acrossa Universeof Tools. 

https://doi.org/10.48550/arXiv.2503.10970


Stanford research Biomni, biomedical AI agent that autonomously tackles a wide spectrum of research tasks 
across diverse subfields, mapped the biomedical action space by mining publications across 25 domains to 
curate an environment with 150 specialized tools, 105 software packages, and 59 databases.  BioCyc/HumanCyc.


