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Towards autonomous Al scientists

Few thoughts on Al: computing, intelligence, cognition.
Al, Brains and Intelligence

Stateof-the-art (SOTA) in medicine.

Towards autonomous agentic science.

Agentic science future, or how long camence without strong
support of Al agents be relevant?

SIS N =

Technologlczne Tsunami

& Dlommo 7'
3 e Shouldlttly .
S | ouhouldlgo?

7-13.05, 1925 papers in thaxiv.cs.di

ACMTransaction®n Al for Science (TAIS)

Duch W andiercksenGHF (1994Neural networks as tools to solve problems in physics and chemistry
Computer Physics Communicati8a 91-103



https://arxiv.org/list/cs.AI/recent
https://is.umk.pl/~duch/pubs/94-nnfit-abstract.html

Al for medicine

EddyKemingChen, Mikhail Belkin, Leon Bergen & Dd¥ahks
Does Al already have humdavel intelligence? The evidence is clddature 650, 5.02.2026

Generative Al AI AND BIG DATA SCIENCES FOR Transformin
for the Medical BIOINFORMATICS SGlobal Healthcgre
Student

SYSTEMS MEDICINE Modern Medical Systams

I()(r)i:it&)enceptsto Clinical , PRECISION ."‘, . , ‘ v
Campion Quinn MEDICINE o= ;

Al AND THE SCIENCE OF
PERSONALIZED HEALTHCARE

JAMES WALLACE

Foreword by Prof. Regina Herzlinger,

Anindya Nag, Md. Mehedi Hassan,
Riya Sil and Asif Karim (eds.)
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Al investment dwarfs world's mega projects

Investment in Al amounted to $1.6 trillion over the past decade. This substantial
expenditure dwarfs even the largest scientific and infrastructure projects.

Huge Iinvestments

Unprecedented race to mental matrix.

Our goal: create helpful agents, but stay in control. I
’ P g MATRIX K sl
(2013-2024)
Interstate
Highway System $1.6
Current mOSt Themes to build US h.ighwaynetwork trillion
. PERSONAL AND @ TECHNICAL ASSISTANCE . °f46'876“f9“5”69_§9(;;440 km) l
common use. % PROFESSONALSUPPORT 8 AND TROUBLESHOOTING _ ol e SN R
CONTENT CREATION CREATVITYAND ¢ 1 \

RECREATION

Harvard Business AND EDITING _ |
. LEARNING AND g RESEARCH, ANALYSIS, 1 \
Review9.04.2025. EDUCATION W AND DECISION-MAKING Y
The International ' ‘ gﬁﬂ

ovy
About 93m
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Space Station J
Usecases 2024 2025 K (1984-201) - A
to land humans |
Therapy Generating Therapy/ e Manbmitan FBL L — on the Moon .
. : Project \ L (1960-1973) i
. - ideas compamonshlp to develop the first “'I din
Companionship o === $250bn
Therapy/ Organizing my life (1942-1946) —

companionship (new use case) $36bn

Specific A\ O Finding purpose

Organize my life, $1000n

F|nd purpose search Q@' . (new use case)
Editing Enhanced
text learning
3 . RGN .
Exploring topics .ﬁ’i % Generating code
of interest ey (for pros) \ Shows stacks
47 - P of $100 bills
Fun and Generating _
nonsense ideas
o
s ~;
TfOUblCShOOtan Q s%? ; lig::sael:]dsc L The US Natlonal Archives and Records Adminlistration | February 19, 2026
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https://hbr.org/2025/04/how-people-are-really-using-gen-ai-in-2025
https://hbr.org/2025/04/how-people-are-really-using-gen-ai-in-2025
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May the Force

Hardware, another substrate for thinking

. S g \ >
b e £ A\ AN
| —— —_ ANNOUNCING NVIDIA BLACKWELL PLATFORM & \'\{. / '
' & FOR TRILLION-PARAMETER SCALE GENERATIVE Al S :
- \ B _ Be With You
S 3
‘‘‘‘‘ » o
LA

® &
sams g ——
mma =

() AKHETONICS

The World's First
All-Optical
General-Purpose
Processor

Carebras Wafer-Scale Englne

No constraints of biological brains. New energy efficient computing paradigms: photonics:
Taichichiplet160 TOPS/WWD.antphotonic chip Lightmatter3D Photonicd00-1000 TOPS/W.

GrogLinear Processing UniPU, 400 TOPS/W. Cortical Labs organoids8d0LA00 cells chip
CerebrasCIMs, reversible computing, neuromorphic computing!

LLM inferenceost fall between D00x a yeardepending on the taskEfpoch.al.

My phone can do locally live translate in 13 languages, requiring 1W of power! My brain needs 20 \



https://www.science.org/doi/10.1126/science.adl1203
https://qant.com/
https://lightmatter.co/
https://groq.com/
https://spectrum.ieee.org/biological-computer-for-sale
https://ai-2027.com/_next/image?url=%2F_next%2Fstatic%2Fmedia%2FepochLLMprice-nowatermark.824fa343.png&w=1920&q=75

LLM inference prices have fallen 9x to 900x/year, depending on the task % EPOCHAI

Price (USD per million tokens)

100 ~ _ B GPT-3.5 Turbo level or better on
Mid-range general knowledge (MMLU)

40x/year
M GPT-4 level or better on Ph.D.
level science questions (GPQA)

B GPT-40 level or better on Ph.D.

(@)
10 - S?)g;e/itear level science questions (GPQA)
) ® M Other benchmarks and
performance levels
S:(o/west
9x/year
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1- Relative (inference) cost of ~50% performance on the MATH benchmark
1000
Minerva 540B (maj@64)
@
01~ 100
'\E GPT-4 (on release, few-shot)
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Release Date Gemini 1.5 Flash
Data source: Epoch Al, Artificial Analysis bt
1
CC-BY Jul2022  Nov2022 Mar2023  Jul2023  Nov2023 Mar2024  Jul 2024

SITUATIONAL AWARENESS | Leopold Aschenbrenner




Model size (billions of parameters)

TOP 7 SMALL LANGUAGE MODELS YOU CAN RUN ON A LAPTOP

PhI-3SMInI(3.88) Quen2.578
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Exponential growth of LLMs stopped
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Phi-4 offers high quality results at a small size
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Al, Brains and Intelligence



Transformers and spreading activation

]

/ e = T hmy [ 7
/4 o
2 = iy
/4 > 85N
y P

Predictive Alsearch + heuristics.

Generative Alspreading activation networks, binding
relevant information.

GPT1= Generative Prrained Transformer

Embedwords/tokens in a vector space that preserves
similarity ofmeaning(semantics) in different contexts.

Over 53 650 variantsf opensource LLMs, including
3000for fine-tuning (LLM Explorern 3/05/26).

LLM visualization https://bbycroft.net/lim

Duch WMatykiewiczP, PestianJ, Towards Understanding of ™ s (KT
Natural Language: Neurocognitive Inspirations. 2007 Nk

Processing clinical text with domasgpecific spreading |
activation methods. US Patent US8930178B2 (1/2015)


https://llm-explorer.com/
https://bbycroft.net/llm

[ Category traffic light: Passive Viewing ] [ Category zebra: Passive Viewing ]

Huthet al. (2016)Natural speech reveals the semantic m#peat tile
human cerebral cortexNature 532(7600), 458458.

Concepts are patterns corresponding to brain activations,
thinking is transitions between brain states.

Watching traffic lightsV4: color perceptionIPS sensorymotor
link, Frontal areaHEF, FD planning behavior, action.

Can LLM network activations simulate maps of brain activity and
their evolution? Sedénthropic Interpretability Research

Smell

gition
AudO

J.R. Binder et al, Toward a Br&iased Componential Semantic
Representation, 2016.


https://doi.org/10.1038/nature17637
https://transformer-circuits.pub/2026/nla/index.html

LLMs as Physical Systems

\
Autosompletaisonly Why the autocomplete metaphor is too small | gw | ic store —
a surface description s compatibilities, and tendencies
landscape of possibilities 2 fil binet of fact
g ; " e Itlooks like next-token — 108 8TING CANNeT OTIacS
tThe capital of | J eocicfion
- ' e T » They encode relationships
France is e But it hides the rich . ; -6) 22 across vast amounts of text.
* 9.5 4 *le: o
the U.S. is structure underneath. energy Rn ?&}’.‘.a o e What is stored are patterns
. e Focusing only on the (likelihood) SOSREASL0 L0 of co-occurrence and
Japanis 4 Toev®le.ig- i
next word misses the R L2 compatibility.
real dynamics. AL g e These patterns shape what
\ 28 >y responses are easy, hard,
or unlikely.
™ A
The same prompt can produce
different tones, answers, and ideas A better mental model: a physical
N system settling into a stable response
@ Helpful and friendly e Small changes in settings e _,
explanation. or context lead to very e Prompts set initial conditions
= different outcomes. . ! ;’: fiielandseage. I
iz g : N ) i : . e The system moves, explores,
[Q g:::;:;;‘:matwe ® The model is exploring oo W and settles in a low-energy
—  many possible paths. 4 » (credible) state.
@ Concise, factual e There is no single ‘ e Parameters and randomness
answer. “correct” answer baked in. meanina space affect the path and the outcome.
N g spa e Stability, not lookup, produces
k. .3 (Phase Space) the response.
N
S Promptin Temperature REEE] inati
What this view g P e Hallucinations
s Why framing, examples, Why randonmess changes Why providing context Why the system can settle
explains and constraints strongly the path taken through reshapes the landscape in plausible but incorrect
change outcomes. the landscape. and guides the system. o9 valleys.
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The Geometry of Attention: Navigating the Brain's Attractor Landscape
( SECTION 3: THE GEOMETRY OF ATTENTION (STATE-DEPENDENT CHANGES) ) Attention is Intrinsic
. = . ional fluctuati flected i
Effortful Tasks: The Steep Terrain _ Narrative Engagement: The Flat Terrain amm mﬁ;"‘;ﬁ“&’,{;{;ﬁé’;’nﬁ‘ 3@?&"3:;),
P v e rather than stimulus-driven (extrinsic) activity.
” Neural dynamics move faster and more '@ v —
_ indicating a steepeni . R
Mot loimanniomion Juth _i sinin/ - / Landscape fiattens, activity moves slower
. = \ ~.and is directed away from attractors,
T -\s‘taying in a flexible "central” state.
VIS
Fixed (Visual)
Functional Anchors
Attractor locations are largely FOI.I’ Stab'e Am clm A 3 2
consistent acress individuals Neural trajectories naturally converge toward four primary The “Intrinsic Vector
and are constrained by the valleg aligned with the DMN, Visual, and This represents the “drift” or
brain’s hierarchical sory-motor networks. flow of brain activity governed by
functional organization. internal connections, essentially
—{ SECTION 2: THE ATTRACTOR LANDSCAPE (THE “VALLEYS®) ) ey L
~ Intrinsic Dynamics
— (Internal Regional Connections)
200 Cortical Parcels Decomposing Neural Drivers eolabooiigasor
atack it covesog the ot Stcs s sk O s
15 Cotine laste-ocnsa reaional " Extrinsic Perturbations : -
Dag;mygzd e er;?n . _ (External Stimuli: Sight, Sound) rest, tasks, and movie-watching.
{ SECTION 1: THE ARCHITECTURE OF THE MODEL )
A NotebookLM




Diffusion

Sometimes we try to complete the sentence. Sometimes it comes all at once.

Create gradient field towards attractor basin where images/concepts linked to some labels are stored.
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See videos at th@depthfirst YT channel. Diffusion has roots in statistical physics.


https://www.youtube.com/@depth-first

Reasoning cognitive inspirations
ey — Tree of Thoughts (ToT) [This work]

Output (10)
Refining w

Backtracking -
VRN
AN ! .\.?
. \:‘ Aggregatijlg

InPUt Backtracking

InPUt Branching out 0/ from a chain
’ from a chain - '

Output

Thoughts: ‘
Unscored -
Positive
Aggregatin
gghalgns ° thoughts

(beyond CoT-SC):

Generating severdl Key novelty (beyond ToT):

Arbitrary graph-based thought OutPUt
transformations (aggregating

thoughts into a new one,

looping over a thought to

refine it)

score l !
- Negative
score Output Key novelty

Output
Dependencies

between thoughts (Igey no‘;'eétyT) Selecting new thoughts based Intermediate
Key novelty: eyond Lol): A on a given arbitr. thoughts are

Abandon thought Intgrmediatg ngssjjng m‘l-‘llt_iple s gig: ;T:lot{'le thouggljlt, explo:brit?;y alsogscored
LLM thoughts independent chains it further, and possibly

within a chain of thoughts backtracking from it

*..Backtrack

Associationsinput =>outpult. This ISGOFAILLM associations heuristic search

Chain of though{Co'l): step by step
Tree of ThoughtéToT): parallelthinking via RL.
Graph of Thought&oT): like human reasoning.
Sketchof-Thought adaptive cognitive-Inspired sketching



https://www.promptingguide.ai/techniques/cot
https://www.promptingguide.ai/techniques/tot
https://arxiv.org/abs/2509.07980
https://github.com/spcl/graph-of-thoughts
https://doi.org/10.48550/arXiv.2503.05179
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At the beginning of the 2024 highest results were < 100 points.

Now many models reach over 130 points. Frontier models reach close to perfect scores on nfﬁ‘?}l‘{} “

benchmarks, including Turing test, and philosophical writing, or Dennett test.
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GPQA benchmark
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https://doi.org/10.48550/arXiv.2311.12022
https://lifearchitect.ai/iq-testing-ai/
https://www.vals.ai/benchmarks/gpqa
https://llm-stats.com/benchmarks/humanity's-last-exam

Efficient/latent reasoning

Al Just Hit a Wall.
This Model Smashed
Right Through It

Feng S, Fang G, Ma X, & Wang X.

Efficient Reasoning Models:
A SurveyarXiv:2504.10903

Short chains of thoughts,
small models, fast decoding.

fficient Reasoning

|0

Githubrepository

Implicit-KD (Deng et al., 2023), Distill2-to-1 (Yu et al., 2024), CODI (Shen et al., 2025¢),
LightThinker (Zhang et al., 2025a), CCoT (Cheng & Van Durme, 2024),

HCoT (Liu et al., 2024c), SoftCoT (Xu et al., 2025c), SI (Deng et al., 2024),

RELAY (Yu et al., 2025a), Reasoning with Latent Thoughts (Saunshi et al., 2025)

Implicit-KD (Deng et al., 2023), Distill2-to-1 (Yu et al., 2024), CODI (Shen et al., 2025c¢),
LightThinker (Zhang et al., 2025a), CCoT (Cheng & Van Durme, 2024),

HCoT (Liu et al., 2024c¢c), SoftCoT (Xu et al., 2025¢c), SI (Deng et al., 2024),

RELAY (Yu et al., 2025a), Reasoning with Latent Thoughts (Saunshi et al., 2025),
Planning-Token (Wang et al., 2024c), Filler-Token (Pfau et al., 2024),

Coconut (Hao et al., 2024), Heima (Shen et al., 2025a),

Token Assorted (Su et al

5), Disentangling-Memory-and-Reasoning (Jin et al., 20

.........................................................

Shorter

................

Smaller

............................................................
____________________________________________

..........................

------------------------------------------------------------


https://doi.org/10.48550/arXiv.2504.10903
https://github.com/fscdc/Awesome-Efficient-Reasoning-Models
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https://metr.org/blog/2025-03-19-measuring-ai-ability-to-complete-long-tasks/

Al In Medicine: Statef-the-Art



Al for Life Sciences
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leading to transformative applications in
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advanced materials.
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Artificial IntelligenceEnabled Medical Devices
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1094 Radiology

148 Cardiovascular

89 GastroenterologyJrology
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https://www.fda.gov/medical-devices/software-medical-device-samd/artificial-intelligence-and-machine-learning-aiml-enabled-medical-devices
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https://vobacom.pl/oferta-augmented-reality

Eliciting knowledge from LLMs

W MS: The Power of PromptingromptWizardeedbackdriven selfevolving prompts,
prompt actions irMicrosoft Copilot StudioPower AutomatePL ,GithubMSpromptbase

W OptimizeGPT5, prompt cookbook Medpromptoptimization.



https://www.microsoft.com/en-us/research/blog/the-power-of-prompting/
https://www.microsoft.com/en-us/research/blog/promptwizard-the-future-of-prompt-optimization-through-feedback-driven-self-evolving-prompts/
https://learn.microsoft.com/en-us/ai-builder/use-a-custom-prompt-in-mcs
https://make.powerautomate.com/aibuilder/prompts
https://github.com/microsoft/promptbase
https://cookbook.openai.com/examples/gpt-5/prompt-optimization-cookbook

